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ABSTRACT
This paper presents a convolutional neural network architecture
that supports transfer learning for user customization. The architecture consists of a large basic inference engine and a small augmenting engine. Initially, both engines are trained using a large dataset.
Only the augmenting engine is tuned to the user-speciﬁc dataset. To
preserve the accuracy for the original dataset, the novel concept of
quality factor is proposed. The ﬁnal network is evaluated with the
Caﬀe framework, and our own implementation on a coarse-grained
reconﬁgurable array (CGRA) processor. Experiments with MNIST,
NIST’19, and our user-speciﬁc datasets show the eﬀectiveness of the
proposed approach and the potential of CGRAs as DNN processors.
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INTRODUCTION

Adoption of DNNs in embedded systems has been limited mainly
to classifying a speciﬁc input through a trained DNN. Training a
DNN requires (1) a well-deﬁned big dataset of training data and (2)
a lot of computing power. Limitations of embedded systems, plus
the fact that the big dataset is in general not available to the user
of the system, render on-device learning a challenging task. Learning without Forgetting (LWF) [3], on-line [5] and incremental [6]
learning are a few attempts to deal with the mentioned challenge.
This paper presents a technique that allows on-device personalization of pre-trained large DNNs. We augment an existing basic inference engine (BIE) with a small network called augmenting
engine (AE) that includes a result-aggregation layer as shown in
Figure 1a. Inputs are processed in parallel by both networks, and the
aggregation layer combines and generates the ﬁnal result. The BIE
and AE are pre-trained by the service provider as usual, but once
shipped, only the AE is re-trained on the device. Experiments with
handwritten digits and handwritten letters show that the technique
is able to improve classiﬁcation accuracy for individual users from
77% to 91% with a minimal computational overhead.
The potential of CGRAs as DNN accelerators is demonstrated
by achieving a 35-fold speedup over a 3-way VLIW processor.
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(a) Augmenting the BIE with the AE.

(b) The quality factor.

Figure 1: Specialization of CNNs for user customization.
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METHODOLOGY

As shown in Figure 1a, the AE consists of two parts: a set of customization layers (C) and an aggregation layer (B). The basic idea
behind this structure is as follows. First, the BIE, trained on a large
set of general data, covers the recognition of general data. Block B
can be used to just pass the recognition results from the BIE to the
ﬁnal output. For user-speciﬁc data, block B can adjust the results of
the BIE to personalize the system by adapting to user-speciﬁc data.
The control of the behavior of B is performed by block C. For inputs
identiﬁed as user data, C controls B to transform the results of the
BIE and enhance the accuracy. Otherwise, C lets B pass-through the
results of the BIE. An incorrect identiﬁcation in C can distort the
results of the BIE, resulting in a degradation of the classiﬁcation
accuracy. We include a small decision making logic that determines
whether to select the output of the BIE or the AE as the ﬁnal output
based on the quality of the two results. This decision making logic,
called quality factor (QF), is shown in Figure 1b.
We assume the following initial training scenario. First, the BIE
is trained with a big dataset, then its weights are frozen. We then
connect the BIE to the AE, and the entire system is retrained with
the same training data. When the system is shipped, the BIE is ﬁxed,
but user customization is enabled for the AE (B and C).
For the implementation of the BIE, we use a dedicated hardware
module for energy/performance/cost eﬃciency. For the AE (both
retraining and inference), however, we use a hybrid VLIW/CGRA
processor similar to SRP [7], because it provides ﬂexibility, and more
importantly, is already present in our embedded platform to perform
various other functions. The base conﬁguration is a 32-bit ﬂoatingpoint CGRA with 4x4 heterogeneous processing elements (PE) and a
total of 320KB of on-chip data SRAM. Four PEs are connected to the
data memory, half of the 16 PEs support ﬂoating point operations.
To accommodate for the higher bandwidth of DNN processing,
four more PEs support memory operations, yielding a maximal
theoretical throughput of 8 load/store operations per clock cycle.
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Table 1: Classification accuracy before and after retraining the
system using user-specific datasets.
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Figure 2: Accuracy of BIE + AE on user data vs. original data after
retraining.

Accordingly, the number of banks in the data memory has been
increased from four to eight. We have chosen to implement a simple
deep neural network framework written in C that does not have
any external dependencies in order to support embedded CGRAs.
The implementation of certain training functions, especially the
gradient computations, have been taken from Darknet [4].
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EVALUATION

We evaluate the proposed design for recognition of (1) handwritten
digits and (2) handwritten letters and digits. For the BIE, we use
LeNet-5 [2] and the best performing CNN Committee classiﬁer [1]
for (1) and (2), respectively. The AE consists of two pooling and
one convolutional layer for block C and one fully connected layer
for block B. The QF logic selects the ﬁnal output based on a simple
comparison of the outputs generated by the BIE and AE. Training
is performed using the MNIST and NIST training databases, respectively. For the user-speciﬁc training, we use the USPS test set and
handwritten datasets gathered from 10 users. Each dataset contains
40 subsets (30 for training and 10 for test); one subset contains 62
images, one for each of the 26 lower- and uppercase characters and
the 10 digits. For the training, each subset is used as a mini-batch.
Figure 2 shows how the average accuracy for the user dataset
increases as the number of iterations (the mini-batch used in each iteration consists of 62 images) increases. Also note how the accuracy
for the original dataset decreases. Table 1 lists the results before
(pre) and after (post) training with the 10 user datasets for each
of the four categories (all, lower, upper, and digit). We observe
that the proposed system successfully specializes to the handwriting of the individual end users. Untrained, the system achieves an
accuracy of only 76.3% for the most general (all) alphanumeric
character set of user data, but after only ﬁve iterations, the average accuracy reaches 92%. The system saturates after around 15
iterations, indicating that an end user will not have to train the
system for a long time to achieve good results. More importantly,
the accuracy of the proposed system surpasses the BIE by almost
10% after specialization. We also note that specialization taints the
output of the entire system for general data (NIST column) and all
alphanumeric characters by 10%; below we show that the QF can
eliminate this eﬀect.
With the QF logic, the system loses a few percent of accuracy
on the user datasets, but is able to almost preserve the accuracy on
the original data. Results for test on original data for recognizing
handwritten digits (MNIST) with and without the QF are shown in
Table 2. Results for the NIST dataset are similar.

pre
82.2
68.6
78.4
78.1
...
82.1
76.3

post
73.0
87.3
97.1
93.6
...
97.4
93.2

lower
pre post
96.2 96.0
86.5 96.2
94.2 100
97.3 98.9
...
...
95.0 99.2
92.5 98.9

upper
pre post
88.8 86.9
95.8 98.5
100 100
99.2 99.6
...
...
99.7 100
97.4 99.4

digit
pre post
98.2 96.4
97.0 99.0
91.0 100
98.0 100
...
...
100 100
97.5 99.8

Table 2: Quality Factor eﬀiciency on preserving the accuracy on
the original dataset after specialization.

Dataset
USPS

test on user data
no-QF
QF
93.78% 92.08%

test on original data
no-QF
QF
75.93%
98.28%

The mapping of the proposed AE to the DNN-optimized CGRA
using our custom compiler achieves a 35-fold speedup compared to
a relatively powerful 3-issue VLIW. At a clock frequency of 500MHz,
retraining the system with one user image takes only 2.3 ms on the
CGRA compared to 81 ms on the VLIW architecture.
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CONCLUSIONS

We have introduced a novel network structure comprising a large
basic inference engine and a small augmenting engine for userspecialization. The results on handwritten digits and alphanumeric
characters show the potential of the proposed system. While stateof-the-art classiﬁers trained with general data show an accuracy of
less than 77% for alphanumeric characters, the proposed structure
achieves an average accuracy of 93% with a moderate memory space
overhead of around 4% for the weights of the AE. A 35-fold speedup
when mapping the augmenting engine to a DNN-optimized CGRA
shows the potential of the architecture for DNN processing.
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